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Abstract

Speech recognition is an enduring and difficult problem in artifical intelligence.
Several neural networks have been constructed for such a task, and many have achieved
reasonable results. An easier but still useful problem is differentiating between human
and nonhuman sounds. This is useful in environments where many background noises
exist. It is then desirable to detect if the source of the signal is human or just useless
noise. Once the signal is decided as human, then more processing can continue. In this
paper, we present a solution to this problem using the Adaptive Resonance Theory 2
(ART?2) architecture. We also present a slightly modified version of ART2 that will
perform supervised learning using a Hebb-like rule.

1 Introduction

Adaptive Resonance Theory [5] was first proposed in 1976 to perform self-organized code
recognition of input patterns. Since then, three main models have evolved. The first, ART
1 [1], categorizes binary input patterns. The second, ART 2 [2], categorizes analog input
patterns. The last, ART 3 [3], categorizes analog input patterns and also models the chemical
synapse. In this paper, we will use a version of ART 2 called ART 2-A [4] developed in 1991.
It is a simple computational system that models the ART 2 dynamics and runs approximately
two or three orders of magnitude faster than ART 2.

In this paper, we present an implementation of ART 2-A that will differentiate human and
nonhuman sound clips. The original class of ART algorithms are purely unsupervised. In
our implementation, we will use two different methods of supervision and show that results
can be improved, in some cases significantly.

In Section 2, we will give an overview of the problem and that data. In Section 3, we will
describe the ART2-A algorithm and our method of supervision. In Section 4, we will show
our experimental results. And we will conclude in Section 5.

2 Overview of Problem and Data

The goal of our problem to decide if a sound clip contains human sound or not. A sound
clip of a bird singing is not human while a clip of someone talking with a bird singing in the
background is. In our problem, we received pre-processed sound clips. Each clip is consists
usually of 20 vectors. Each vector is 100-wide and represents a slide of time in the clip.
Each number in the vector represents a certain frequency in the Fourier transform of the raw
sound. The ultimate output is binary, one for human and zero for nonhuman. Speaking in



terms of the network, the input layer has 100 nodes and the output layer has 2. But since
the ART architecture is designed to for new classes on-the-fly, our output layer has many
output classes. Each class is then labeled either human or nonhuman during training.

Since each sound clip had 20 vectors, we choose to have a voting system to decide if a clip is
human or not. Each vector in the clip will be presented individually to the neural network,
and its result will be recorded. Upon completion of all 20 vectors in a particular sound clip,
we will count the number of human vectors and nonhuman vectors. The one that is greater
will decide the class of the entire clip. In case of a tie, we say the clip is human.

3 Algorithm

In this section, we will first present the original ART2-A algorithm. Then we will introduce
our modifications.

3.1 ART 2-A

The original ART 2-A algorithm has basically three major steps. The first step is input and
normalization. Step two is activation of a stored node. And step three is either updating
the stored node or learning the new presented node.

Input
An M-dimensional input vector I° is presented at the input layer, F,. I° is normalized
through

I1=NFNT (1)

where A is the usual Euclidean normalization.

”

Nx= — (2)

F suppresses values in N'I° less than a preset value, §. More formally,

inE{xi Dox; >0 (3)

0 : otherwise

where

0<0<1/VM (4)
An important property that follows is that I is nonzero. In our implementation, if I® was
zero, we simply ignored the input vector.

F, Activation
Once all the input data are normalized, they are then presented at the Fj layer. In this



layer, the input vector is compared vs. all stored prototypes to find the best match. This is
done with the following equation.

Ti=112 (5)
where z; is a previously stored prototype. We then take 7; where

Ty = maz(T}) (6)

and compare against

where « is a preset value that satisfies

(8)

Resonance and Learning

If the value in (7) is larger than the value in (6), we simply add I as a brand new prototype.
However, if (6) is larger, then we have to apply the vigilance test. The vigilance test is
defined as

Ty >2p (9)

where
0<p<l1 (10)
If the vigilance test fails (i.e., Ty < p), then add I as a brand new prototype. If the vigilance

test passes (i.e., Ty > p), then we will adjust the matching prototype to I by the following
equation.

25 = N(BL+ (1 - 8)25) (11)

where (3 is the learning rate and satisfies

0<B<1 (12)

And this process iterates for all inputs and epochs until convergence.



Table 1: Simulation parameters for Figure 1
Parameter Value

M 100

o 1/vVM = 0.1
0 0.02

B 0.1

P 0.6

3.2 Supervised ART 2-A

The original ART 2-A was designed for clustering, or unsupervised learning. But because
our data has all the inputs labeled, it makes more sense to apply a supervised learning
algorithm. The problem with the original ART 2-A lies in equation (11). It could be the
case that I and zgld are opposite classes (we know the classes because all inputs are labeled),
i.e., the neural network was wrong in matching I to class J. Thus, it does not make sense to

adjust 29 to better fit I. Rather it makes sense to adjust 29¢ so it is further away from I.

We have devised two algorithms to deal with this problem. Both of them proceed exactly
the same as the original ART 2-A up until (11). In both methods, we check if I's class match
zy's class. If they match, we apply (11) and continue. If they do not, one method is to add
I as a brand new class. This in effect makes the entire algorithm more vigilant, because it
has now even more information about which input should below to which class. The second
method is to unlearn what I is in z;. More formally, we apply the following equation.

25 = N(BI — (1 - B)25) (13)

The only difference between (13) and (11) is the minus sign instead of the plus sign. In this
manner, we prevent the algorithm from incorrectly learning false classes. In implementation,
we find that the second method with the un-learning performed best, the first method
performed second, and the original ART 2-A performed worst.

4 Experimental Results

We performed the algorithm described in the last section on a set of recorded data. The
entire set had 205 clips (each clip had 20 vectors), 147 of which were human and 58 of which
were nonhuman. We randomly chose 75% for training and 25% for testing. We tested with
pure unsupervised learning with the original ART 2-A, method one of supervision where
incorrectly matched inputs are added as new prototypes, and method two of supervision
with the Hebb-like learning rule. Figure 1 shows a comparison of the three methods. The
parameters used are shown in Table 1.

The results clearly show that the two supervised methods give better results than the unsu-
pervised one. On an average test, we’ve noticed that method one usually provides a 3 to 4%
boost in accuracy while method two usually provides a 5 to 6% boost. We noticed that even
with a low number of epochs, we can still get very good results. This is a direct result of the



Figure 1: Accuracy of Testing
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ART architecture where usually 4 epochs is enough to give good results. We note that the
percentages shown in Figure 1 using the voting sets described in Section 2.

Notice that in Figure 1, method one and two of supervision do not differ by much. This
is true for most cases. But what is hidden from view is the number of classes the methods
learn. This is show in Figure 2.

Figure 2: Number of Prototypes
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From Figure 2, we can see that method two of supervision learns a much less number of
classes than method one while keeping the same, if not better, performance. This desirable
because the resultant network is more compact and gives faster performance when classifying.

We should note that as p increases, all 3 methods provide comparable results, i.e. same
correctness percentage and same amount of learned classes. This is because the original



unsupervised method because much more vigilant and avoids the incorrect act of learning
an incorrect class in the first place. Thus we can conclude that with a fairly high p (around
0.85), supervised ART 2-A does not gain much of an advantage. However, with a low p
(0.6 or less), supervised ART 2-A has the advantages of both providing better accuracy and
more compact network. It is also notable that with a low p, supervised ART 2-A provides
the same accuracy as unsupervised ART 2-A with a high p.

5 Conclusion

In this paper, we have presented an implementation of ART 2-A that will recognize human
sound clips vs. non-human sound clips. In addition to the traditional unsupervised learning
of ART 2-A, we present a new approach where we make ART 2-A supervised. We show that
the supervised methods provided better results while learning few classes and thus resulting
in a better ratio of correctness vs. running time.

Some interesting future work would be acquire more testing data. The amount being test is
fairly small. Second, we can probably devise a more clever method of supervised learning.
Instead of simply subtracting the input from the stored prototype, we could possibly use a
smarter rule.
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